YOLO v9: Learning What You Want to Learn Using Programmable Gradient Information
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information bottleneck principle: data X may cause information loss when going through
transformation.

I(X, X) 2 I(X, fo(X)) > I(X, g5(fo(X))), (D)

where [ indicates mutual information, f and g are transfor-
mation functions, and # and ¢ are parameters of f and g,
respectively.

(a) Input Image (b) PlainNet (c) ResNet (d) CSPNet (¢) GELAN
Figure 2. Visualization results of random initial weight output feature maps for different network architectures: (a) input image, (b)
PlainNet, (c) ResNet, (d) CSPNet, and (e) proposed GELAN. From the figure, we can see that in different architectures, the information
provided to the objective function to calculate the loss is lost to varying degrees, and our architecture can retain the most complete
information and provide the most reliable gradient information for calculating the objective function.
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Forward:
=[-2.0, -1.0, 3.0]
y =ReLU(x) =[0.0, 0.0, 3.0]

Backward:

oL/oy =[0.5, 0.5, 0.5]

ReLU'(x) =[0, 0, 1]

OoL/ox = 0L/dy x ReLU'(x) = [0.0, 0.0, 0.5]
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PGI mainly includes three components,
(1) main branch £43

(2) auxiliary reversible branch ## B o] i 43 X%
(3) multi-level auxiliary information %5 Zk%HBI{= 2
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stacking of convolutional layers -> any computational blocks
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Figure 4. The architecture of GELAN: (a) CSPNet [64], (b) ELAN [65], and (c) proposed GELAN. We imitate CSPNet and extend ELAN
into GELAN that can support any computational blocks.
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placements, CSP blocks perform particularly well. They
not only reduce the amount of parameters and computation,
but also improve AP by 0.7%. Therefore, we choose CSP-
ELAN as the component unit of GELAN in YOLOV9.

Table 2. Ablation study on various computational blocks.

Model CBtype #Param. FLOPs APYYl .

GELAN-S Conv 6.2M 235G 44.8%
GELAN-S  Res[2]] 5.4M 210G 44.3%
GELAN-S Dark [19]  57M 218G 44.5%
GELAN-S CSP[64]  59M 224G 45.5%

Choose CSPNet + ELAN

YOLO v9 2 #9 GELAN: RepNCSPELAN4 1&1#
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class RepNCSPELAN4(nn.Module):

# csp-elanfi?

def __init_ (self, c1, c2, c3, c4, c5=1): #
super().__init_ ()
self.c = ¢3 // 2
self.cvl = Conv(cl, c3, 1, 1) # FHIx1EH e
self.cv2 = nn.Sequential (RepNCSP(c3 // 2, c4, c5), Conv(c4, c4, 3, 1)) # & X ZRepNCSP#3x3
self.cv3 = nn.Sequential(RepNCSP(c4, c4, ¢5), Conv(c4, c4, 3, 1)) # & "1 ZRepNCSP #!
self.cv4d = Conv(c3 + (2 * c4), c2, 1, 1) # &/Hix1

def forward(self, x):
y = list(self.cvi(x).chunk(2, 1)) # 7
y.extend((m(y[-1])) for m in [self.cv2,
return self.cv4(torch.cat(y, 1)) # 7

Zcvl y
self.cv3]) #
# 7

def forward_split(self, x):
y = list(self.cvi(x).split((self.c, self.c), 1)) #
y.extend(m(y[-1]) for m in [self.cv2, self.cv3]) # /
return self.cv4(torch.cat(y, 1)) # /

RepNCSPELAN4 HyF1Eik RepNCSP

C_ = c2%e Conv?2, (cl,c )
eef0,1]

RepNBottleneck
(chich)

‘ Concat, 2%c_

!

‘ Conv3, (2%c_, c2) ‘

class RepNCSP(nn.Module):

# CSP Bottleneck with 3 convolutions

def __init_ (self, cl1, c2, n=1, shortcut=True, g=1, e=0.5): # ch_in, ch_out, number, shortcut, groups, expansion
super().__init_ ()
c_ = int(c2 * e) # hidden channels
self.ievl = €onv(cl; €., 1, 1)
self.cv2 = Conv(cl, c_, 1, 1)
self.cv3 = Conv(2 * c_, c2, 1) # optional act=FRelLU(c2)

self.m = nn.Sequential(*(RepNBottleneck(c_, c_, shortcut, g, e=1.8) for _ in range(n)))

def forward(self, x):
return self.cv3(torch.cat((self.m(self.cvi(x)), self.cv2(x)), 1))

RepNCSP FyF1=1k RepNBottleneck




y C_ = c2%e
ee(0,1]
RepConvN, (c1,c )
If cl=c2 and #
shortcut is ftrue
Conv, (c_, c2)
Y, c2

class RepNBottleneck(nn.Module):

# Standard bottleneck

def _ init_ (self, cl1, c2, shortcut=True, g=1, k=(3, 3), e=8.5): # ch_in, ch_out, shortcut, kernels, groups, expand
super().__init_ ()
c_ = int(c2 * e) # hidden channels
self.cvl = RepConvN(cl, c_, k[e], 1)
self.cv2 = Conv(c_, 2, k[1], 1, g=g)
self.add = shortcut and cl == c2

def forward(self, x):
return x + self.cv2(self.cvl(x)) if self.add else self.cv2(self.cvi(x))

RepNBottleneck fYF 1=k RepConvN

X, cl
Kernel 3X3 i | ¢ Kernel 1X1
Convl, (cl, c2) Conv2, (cl,c2)
> +)e
\l/ act
Y, c2

In paper:

“The GELAN only uses conventional convolution to achieve a higher parameter usage than
the depth-wise convolution design that based on the most advanced technology, while
showing great advantages of being light, fast, and accurate. (5RE 09 EETRALL)
The design of GELAN simultaneously takes into account the number of parameters,
computational complexity, accuracy and inference speed. ” (I F, MEBEERZEMRITHEE

H%)
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Input Image 100 Layers ResNet

150 Layers ResNet

50 Layers PlainNet 100 Layers CSPNet 150 Layers CSPNet 200 Layers CSPNet

100 Layers PlainNet 50 Layers GELAN 100 Layers GELAN 150 Layers GELAN 200 Layers GELAN
Figure 6. Feature maps (visualization results) output by random initial weights of PlainNet, ResNet, CSPNet, and GELAN at different
depths. After 100 layers, ResNet begins to produce feedforward output that is enough to obfuscate object information. Our proposed
GELAN can still retain quite complete information up to the 150" layer, and is still sufficiently discriminative up to the 200" layer.
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Models which use Adown to down-sampling: YOLOV9-C, YOLOV9-E, yolov9-CF



class AConv(nn.Module):
def __init_ (self, cl1, c2): # ch_in, ch_out, shortcut, kernels, groups, expand
super().__init_ ()
self.cvl = Conv(cl, c2, 3, 2, 1)

def forward(self, x):
x = torch.nn.functional.avg_pool2d(x, 2, 1, @, False, True)

return self.cvl(x)

Models which use AConv to down-sampling: YOLOV9-T, YOLOV9-S, YOLOvV9-M

Model TestSize AP AP5? AP, Param.  FLOPs
YOLOV9-T 640 383% 53.1% 413%  2.0M 7.7G
YOLOV9-S 640 46.8% 634% 507% 7.IM 264G

YOLOV9-M 640 514% 68.1% 56.1% 20.0M 76.3G
YOLOv9-C 640 53.0%  70.2% 57.8% 253M  102.1G

YOLOV9-E 640 55.6%  72.8% 60.6% 57.3M  189.0G
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3. CB Linear
X
channel=c
CBLinear l
Conv
channel = sum(c2)
l split l
X0 Xi
channel=c0 channel=ci

CBLinear(nn.Module):
__ipit_ (self, c1, c2s, k=1, s=1, p-=I
(CBLinear, self)._ init_ ()
self.c2s c2s

self.conv nn.Conv2d(

cy (c2s), k, s, autopad(k, p), groups=g, bias

rd(self, x

outs self.conv(x)

outs torch.split(outs, self.c2s, dim=1)

n outs

4. CB Fuse



class CBFuse(nn.Module):
def __init_ (self, idx):
super(CBFuse, self)._ init_ ()

self.idx = idx

def forward(self, xs):
target_size = xs[-1].shape[2:]
res = [F.interpolate(x[self.idx[i]], size=target_size, mode='nearest') for i, x in enumerate(xs[:-1])]
out = torch.sum(torch.stack(res + xs[-1:]), dim=0)

return out

L EBUSEE D30 NS x[i] FEBIEERI D3 x[i][idx[i]]
2. ERBEXMFRT BRERER LX) SRE—MFLE xs[-1] HRMN=ERT
3. BRI E: BENFENRIERZETREN, SERa/ENE T

[Head]
YOLO v7: Still anchor-based. Coupled head. For Lead Head and Aux Head, output feature
maps have 255 channels (Each grid has 3 anchor boxes, and each box has 4 coordinates, 1
objectness score, and 80 classification scores. Total =3 * (4 + 1 + 80) = 255).

YOLO v8: Anchor-free. Decoupled head. Class feature maps have 80 channels (80 classes).
BBox feature maps have 64 channels (4 offsets: left, right, top, down. If reg max = 16, for
each offset, we will get a probability distribution of 16 values. Total =4 * 16 = 64).

YOLO v9: Anchor-free. Decoupled head... Almost same as YOLO v8. The difference is
YOLO v9 has aux heads.

def __init_ (self, nc=88, ch=(), inplace=True): # detection layer
super().__init_ ()
self.nc = nc # number of classes
self.nl = len(ch) // 2 # number of detection layers
self.reg_max = 16
self.no = nc + self.reg_max * 4 # number of outputs per anchor
self.inplace = inplace # use inplace ops (e.g. slice assignment)

self.stride = torch.zeros(self.nl) # strides computed during build

box, cls = torch.cat([xi.view(shape[®], self.no, -1) for xi in x], 2).split((self.reg_max * 4, self.nc), 1)
dbox = dist2bbox(self.dfl(box), self.anchors.unsqueeze(@), xywh=True, dim=1) * self.strides
y = torch.cat((dbox, cls.sigmoid()), 1)

return y if self.export else (y, X)

See Class DualDetect in yolov9/models/yolo.py
https://github.com/WongKinYiu/yolov9/blob/main/models/yolo.py

[Label Assignment & Loss Function]
Task Ailgn Assigner, same as YOLO v8 and YOLO v6

What is Task Ailgn Assigner?
%2 YOLO v8 #1 YOLO v6 K12



Stepl: IFF&A> anchor point 1A GT 4E, TTEXIFF9%0 (Align Metric) , 35504
BItETE BT GT XFINNAFESE, DUATUUES GT Ay ToU, HNIEH
Step2: FEMEIRIEEREA ., REEMPLEAE GT ERORIFENFO RS Top-K M=
Step3: 4IEZ% GT HZR

Stepd: I GART

self.assigner = TaskAlignedAssigner(topk=int(os.getenv('YOLOM', 10)),
num_classes=self.nc,
alpha=float(os.getenv('YOLOA', @.5)),
beta=float(os.getenv('YOLOB', 6.8)))

self.assigner2 = TaskAlignedAssigner(topk=int(os.getenv('YOLOM', 18)),
num_classes=self.nc,
alpha=float(os.getenv('YOLOA', @.5)),
beta=float(os.getenv('YOLOB', 6.8)))

self.bbox_loss = BboxLoss(m.reg_max - 1, use_dfl=use_dfl).to(device)

self.bbox_loss2 = BboxLoss(m.reg_max - 1, use_dfl=use_dfl).to(device)

self.proj = torch.arange(m.reg_max).float().to(device) # / 120.0

self.use_dfl = use_dfl

* See Class Compute in yolov9/utils/loss_tal dual.py
https://github.com/WongKinYiu/yolov9/blob/main/utils/loss_tal dual.py
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YOLO v7 uses Coarse-to-fine lead head guided label assigner + SimOTA
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B EEZEEIRXTIRE: We also tried to apply the lead head guided assignment
proposed in YOLOv7[63] to the PGI’s auxiliary supervision, and achieved much better
performance.

Similar to Attention multi head?

Q: MEEW, BEMRERA, HHA?
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Loss Function:
YOLO v7: CIoU + BCE

Loss function: Regression loss (CIoU loss) + objectness loss (BCE loss) + classification loss (BCE loss)<

A weighting of 0.25 is multiplied to the loss calculated from aux head, and added to the loss calculated

from lead head.<

1lbox += (1.0 - iou).mean()

lcls += .BCEcls(ps[:, 5:1, t)

1box += ©.25 * (1.0 - iou_aux).mean()

lcls += ©.25 ¥ .BCEcls(ps_aux[:, 5:], t_aux)

YOLO v8: CloU + DFL + BCE
3. MARRHITE

Loss = y1Las +v2Lcrov + v3sLore
yolov8Xivy1l,v2,v3BiA 53 BIEN{EO.5, 7.5, 1.5

ME FXAMELRIT - BYAHREECIOU_LossHIE il 5718 7 Distribution Focal Loss(DFL)

YOLO v9: CIoU + DFL + BCE, #1YOLO v8 —#f



# cls loss
# loss[1] = self.varifocal_loss(pred_scores, target_scores, target_ labels) / target_scores_sum # VFL way

loss[1] = self.BCEcls(pred_scores, target_scores.to(dtype)).sum() / target_scores_sum # BCE

1]
loss[1] *= B.25
loss[1] += self.BCEcls(pred_scores2, target_scores.to(dtype)).sum() / target_scores_sum # BCE
# bbox loss
if fg_mask.sum():
loss[@], loss[2], iou = self.bbox_loss(pred_distri,
pred_bboxes,
anchor_points,
target_bboxes,
target_scores,
target_scores_sum,
tg_mask)
loss[@] *= ©.25
loss[2] *= @.25
if fg_mask.sum():
losse_, loss2_, iou2 = self.bbox_loss(pred_distri2,
pred_bboxes2,
anchor_points,
target_bboxes,
target_scores,
target_scores_sum,
g mask)
loss[@] += losse
loss[2] += loss2

loss[@] *= 7.5 # box gain
loss[1] *= .5 # cls gain
loss[2] *= 1.5 # dfl gain

return loss.sum() * batch size, loss.detach() # loss(box, cls, dfl)

* See Class Compute in yolov9/utils/loss_tal dual.py
https://eithub.com/WongKinYiu/yolov9/blob/main/utils/loss tal dual.py

Q: 7 YOLO v7 &, aux head fY loss 7£ 2 B9 loss A1 5 EL B /)y (Total loss = 0.25 * aux head
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YOLO v7 Hf aux head HEISkR—MEXNRBENKLERES SEERX LM, %

SNRXRERAE, SROREBHIEXELR, FFEINRKZE lead head §F . MRLHHE

KRR T M ESLRAFHESHNE, BRUEIFRFEME— DRI B IR
(FEBISKMTUN), X o 88 TILES AL,
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